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Subject: The basic principles of diffusion models
Activity duration: 45 min

Steps:

1. Initial discussion (5 min)

2. Recovering an image that was hidden in noise (15 min)

3. Diffusion: How it works (15 min)

4. Visualization of the diffusion process (10 min)

Learning goals:

� Understanding how AI models generate images with the diffusion mechanism

Setup:

� Per 2/3 students: a computer with access to an AI image generation tool.

� Printed sheets and stickers for Assignment 2.
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Diffusion models
The basic principles

How do AI models generate images, music and videos? Behind it is a diffusion model
that can generate structure out of noise. In this lesson you learn how it works.

v Assignment 1: Initial discusssion

Discuss the following questions in small groups or in class:

� What is your experience with generating images with AI?

� Can you describe an image you made that you liked?

� Do you have an example of an image that came out wrong or weird?

v Assignment 2: An imgage hidden in the noise

Figure 1: A picture of an apple appears from the noise.

Form groups of 5 or 6 students. Everyone receives a sheet printed with a noisy figure and
a prompt written on top, as well as sheets of black and white stickers.
Somewhere in the noise, there is an image of hidden that depicts the prompt. The sheet
you obtain is created like Figure 1, and is in stage 3, like the middle image of the noisy
apple.
Try to create that image of the prompt, by changing pixels. Every step of 30 seconds,
you do the following:

1. Read the prompt on top.

2. Make some changes to the pixels by pasting black or white stickers, such that the
image starts looking more like the prompt.

3. If you do not know where to start, it sometimes helps to look through your eyelids
for an already existing shape.

4. Do not draw lines, only fill/erase pixels with stickers.

5. At the end of the 30 seconds, give the sheet to your neighbour on the left.
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After 10 rounds we collect all drawings in front of the classroom. Discuss the following
questions:

� Do you recognize the images?

� How did you decide where to make changes?

� What differences and similarities do you notice between the examples of the same
prompts?

� You will obtain the actual starting image that was used to create your noisy sheet.
Compare the differences.

� How do you imagine that a computer can create an image out of noise?

1 Generating images

You might have some experience in generating images with AI. Nowadays, this is ex-
tremely easy. You just tell the AI what you want to have, for example:

ç Prompt

Picture of a cute cat riding a bicycle.

This prompt resulted in Figure 2 using the AI image generation tool of Canva.

Figure 2: An AI generated image of a ‘cute cat riding a bicycle’.

v Assignment 3: Generating images

Go to an AI platform that generates images (ChatGPT, Canva, .. ) and generate an
image of your favorite animal playing your favorite sport.

� Question 1: Prompt:
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The generation of the image you just created, consists of different steps. Those steps are
covered in different lessons:

1. How does the AI understand my textual input? (Topic of lesson ”How LLMs work”)

2. Once it understands what I want to create, how does the AI create an image from
scratch? (Topic of this lesson)

3. How can I best write a prompt such that I get the image I want? (Topic of lesson
”How to prompt: images”)

In this lesson, we focus on the second question: how are images created with AI? Most
of the image generation tools work in the same way: they use Diffusion models.

2 Diffusion models explained

2.1 From pixel to picture

We as humans can observe images, their colors, shapes and sizes, in a way that seems
continuous. In a computer, an image is built up from pixels. Every image is a grid of
small squares that each have an assigned color. When the image is of good quality, it
consists of many of these pixels and we do not notice them. Every pixel has a color,
and for the computer this color is given by a number. For this, we use a color model,
for example RGB (Red–Green–Blue). The redness, greenness and blueness of a pixel are
captured in a number between 0 and 255.

� Red = (255, 0, 0)

� White = (255, 255, 255)

� Orange = (255, 130, 0)

� Question 2: Go to https://rgbcolorpicker.com/ (or search online for “RGB
color code tool”), and try to mix your favorite color. What is the RGB value?

4

https://rgbcolorpicker.com/


2.2 The steps of a diffusion model

Say we want to create an image of a cat. This is what happens in a diffusion model:

1. There is a text model (like an LLM) that interprets the text of your prompt. It
translates the text to tokens, and then translates the tokens to a vector.

2. At the same time, the model creates a grid of pixels of the correct size. Every pixel
will get a randomly assigned color (RGB value).

3. It will remove noise from the image to make it look more like the prompt, just like
you did in Assignment 2

4. We end up with an image of a cat.

Now the most important question is: how does the model know what noise it has to
remove, and where the cat was “hidden in the noise”? What are the rules? And how did
the model learn those rules?

v Assignment 4: Visualization

Go to https://poloclub.github.io/diffusion-explainer/ and click on the play but-
ton (at the top of the page) to see how an image is generated from noise in 50 time steps.
At the end of this lesson we will use this tool again and explore all the possibilities. First,
we learn about the diffusion mechanism.

2.3 Diffusion in physics

The term “diffusion” comes from a physical process.

� Question 3: What does the word “diffusion” mean in physics?

Examples of diffusion in physics:

� A scent spreading through the room.

� Milk slowly mixing in with your coffee.

Another example of diffusion, not from physics but from computer imaging, is the trans-
formation of an image into noise. In every step, we add a square with random noise to
our image. Every pixel is described with a number, and therefore we can add the random
numbers of the noise to the (RGB) numbers that describe the image. In ?? we show it
for a black and white image of an apple. When adding noise, the structure of the image
slowly disappears.
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Figure 3: First we created an image of an apple, and added noise step by step (forward
diffusion). The reverse process is called backward diffusion.

The physical diffusion mechanism is called “forward diffusion”.

� Question 4: Would it also be possible to reverse the physical process? For
example, is it possible that all the scent in a room goes back to one point? Or
for all milk in your coffee to gather in one corner of your cup? Also explain
why.

2.4 Training the model

The strength of AI diffusion models is that they learn how to do backward diffusion. They
create a structured image out of random noise. Diffusion models can only do this by first
understanding step-by-step how forward diffusion works. Therefore they are trained by
observing forward diffusion in many examples. Then, starting with a random pixel grid,
they can reverse this process and obtain an image.
Training is done by trying something over and over again, and improving yourself until
it works. Therefore the following steps are taken for many different images: all images
in our training data. For example, we again take the image of the apple.

1. First the model takes N steps of forward diffusion, as is shown in Figure 3. This
changes the apple into noise.

2. It now focuses on one of the steps and tries to go in the other direction: to make
a step in the reverse diffusion direction and make it look more like the apple. In
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Figure 4: Training a diffusion model.

other words, it tries to make some alterations to make the apple more visible, just
like you did in the first activity.

3. The difference is, that the model has saved the precise image to end up with in its
memory. Thus, it compares its prediction to the actual image from the previous
step. The difference between these images is captured in a number, called the loss.
If the model is doing a perfect prediction, the loss will be 0. If the loss is not 0
yet, we change the model a little bit such that it will make a better prediction next
time.

4. We repeat this process for all the time steps, and for all training data, until the
average loss is as low as we want it to be.

This way, the model learns how to recover images from noise.

2.5 Using the model for image generation

When the model is trained long enough, it can be given a new challenge: we input a
square with completely random noise. Now, we do not start with an image that we have
hidden behind a lot of noise. Instead, the input is purely random.
We let the model work, and see what image it makes of the noise. Here, it will be a
surprise what comes out, and it will heavily depend on the type of images that we used
in our training data. If those were only images of butterflies, the model will also try to
see a butterfly that is hidden in the noise.
In the image generation models we know, we can help the model with what type of image
to find in noise. We input a text prompt. In the lesson on LLMs you learned how a
computer translates this text to a vector.
So far we have ignored one thing. In our training and testing data, we saved a bit more
information than just the image: we also labeled the image with a description of what is
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on it. Probably, you have helped putting these labels yourself when having to prove that
you are not a robot, as in Figure 5.

Figure 5: Often, we are helped to put labels on the training data for AI models.

The point is, that the model also learned which images correspond to which words (vec-
tors). If you input a text prompt, it will search for an image in the noise that matches
the words in your prompt.

v Assignment 5: Playing with Diffusion Models

Go to https://poloclub.github.io/diffusion-explainer/. Try out what happens
if you change:

� The prompt

� Certain words in the prompt (by clicking on the underscore words)

� The guidance scale. This indicates how much the prompt is taken into account
when generating the image.

� The seed. There are three different possible random noise starting images in this
program.

Answer the following questions:

� Question 5: From which timestep do you start to see the image?
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� Question 6: When you compare two different versions of the same prompt,
at what point do they start to vary?

� Question 7: Why do the three different seeds lead to different images?

� Question 8: Which setting of the guidance scale do you think works best?
Why?

v Assignment 6: Strengths and limitations of diffusion models

Discuss the following questions in a small group. Be prepared to share your answers in
class.

� Why do AI image generation models sometimes hallucinate?

� What aspects of image generation do you expect diffusion models to be good at?

� What could the diffusion mechanism be used for, apart from image generation?
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